BLAD ETM 10 Gigabit Ethernet High Performance Computing
Clusters for IBM BladeCenter

NETWORK TECHNOLOGIES

Solution Brief

High Performance Cluster Computing Centers are discoveringptiveer of 10 Gigabit Ethernet in the IBM
BladeCenter H to built robust, fast, and cestfective High Performance Computing clusters.

High Performance Cluster Computing applications typically store, manipulate and perform computations on large
guantities of data. Large client-server datasets and transactions between servers and storage run for several hours or
days. HPC applications require more bandwidth, highly available networks, and consistent performance compared to
other enterprise applications.

Academic Computer Centre CYFRONET, one of the largest supercomputing and networking centers in Poland, recently
installed two HPC solutions using IBM BladeCenter with 1/10Gb Uplink Ethernet Switch Modules and 10Gb Ethernet
Switch Modules from BLADE Network Technologies (BNT). After evaluating other vendors and fabrics such as Infiniband,
CYFRONET primarily chose the BLADE Network Technologies 10GB Ethernet solution because Ethernet is a well-known

“Based on the specific clhaseepgrdumdf higprealf om aneachs eo fc o anyg n
Blade Center H witBNT10 Gigabit Ethernet Switching Modules provided superior bandwidth to competing Infini
products and made the most sense for our application architecture, while providing the best offering in terms
and performancend ease of administratiQrlOGE is no different than Ethernet and already in plate
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technology, it was easier to configure, install and manage this solution. In this case though, it was also important that the

solution could deliver high bandwidth and low latency, without requiring existing IP-based applications be rewritten for
another network fabric. CYFRONET also understood that the price performance benefits of using 10Gb Ethernet uplinks
between the BladeCenter chassis and to the individual blade servers are unequalled i the mass market pressure on

prices for Ethernet technologies ensures that this will continue to be the case.

CYFRONET is responsible for providing High Performance Computing services for scientific research, e.g. LHC (Large

Hadron Collider) at CERN, education, management and business applications.

Deployment Criteria

In any HPC deployment, equipment is carefully selected based on criteria such as investment protection, product
flexibility, performance, energy efficiency, average life. Initially, taking each one of the selection criteria above into
account, CYFRONET evaluated and then selected IBM. Detailed below are the criteria and a description of why
CYFRONET chose IBM.

The IBM BladeCenter H with the BNT 6-port 10Gb connectivity provides a combination of economic and performance

advantages well-suited to the requirements of a high-performance computing environment:

Investment Protection - Since 2002, all IBM BladeCenter server blades, switches and adapters are interoperable in all

BladeCenter chassis models.



Product Flexibility 7 The only non-modular part within the IBM BladeCenter is the midplane. All other parts can be
chosen based on the applications and requirements of the customer. For example, various types of processors, Intel,
AMD, Power PC or Cell can be selected for each server blade.

Performance 8 CYFRONET selected the IBM BladeCenter H because it offers the opportunity to utilize high performance
media such as 10Gh Ethernet to the blade server. This chassis was developed by IBM especially for high bandwidth, low
latency applications. The benefits of 10G are worth the price today and prices will fall. Customers can save costs by
consolidating the 1/O functionality and aggregating the data traffic inside the BladeCenter, thus requiring fewer external

10G core switch ports.

Energy efficiency & Within each datacenter, power and cooling is a big consideration, and even more so in an HPC
environment, where large HPC deployments utilize lots of equipment, sometimes racks full of multiple BladeCenter
chassis. CYFRONET selected the IBM BladeCenter due to its integrated power and cooling system which lowers the
energy consumption. The BNT 10G switches consumes between ~3W-6W per 10G port vs. 74W per port (Cisco WS-
6704-10GE) 72-79% power savings compared to Cisco 10G LCM1 The power and thus cost efficiency enabled by this
reduced power consumption results in a significant reduction in total cost of ownership of the BladeCenter over time, due
to reduced electricity, space and HVAC outlays. Such savings are particularly relevant for, but not limited to, high
performance computing environments like CYFRONET.

Ecosystem partners & it is also important to recognize the ecosystem that has developed around the IBM BladeCenter.
Many companies build products for IBM BladeCenter, which is an open standard platform, thereby increasing the value of
the product. CYFRONET selected BLADE Network Technologies, a founding and governing member of Blade.org, to be
their switch supplier for this HPC as they are the only vendor in the marketplace who provides 10Gb connectivity to the
BladeCenter. Without such an ecosystem it is extremely difficult to create a compatible, trusted solution. This is a major
benefit for organizations like CYFRONET.

BLADE Network Technologies is the #1 supplier in the market and has the highest market share in the blade server
networking space. As an independent company focused on being a high quality OEM supplier, BNT is uniquely positioned

to provide the right blade networking technology at the right time, for the right price to our valued customers.

The IBM BladeCenter H was the natural choice for the high-level computing requirements of CYFRONET. With a design
that's both intelligent and simple, IBM BladeCenter H integrates storage, networking, servers, management and

applications.

processor-based blade servers into the BladeCenter architecture

A Management tools integrated into BladeCenter help simplify administration and maximize the efficiency of IT
staffs to help lower costs and improve control of the data center.

A BladeCenter supports countless operating systems and applicationsT allowing you to choose the ones that best
suits your business needs all in a single platform.

A BladeCenter offers a broad range of networking options integrated into the chassis to simplify infrastructure
complexity and manageability while helping lower total cost of ownership.

A BladeCenter H offers added performance capabilities of iSCSI over Ethernet, larger power supplies and a more
robust thermal solutionT making it the ideal platform to run CYFRONETQ a -g/’eéeéuibn, high-performance
business-critical applications.

! Source: Product Management, Cisco Systems, (and others) from presentations and panels at Server Blade Summit, April, 2006

A Flexible modular technology integrates Intel® processor-0 & SR L. a t h-haBedand AMDBpa5a & 2 NJ



CYFRONET - Two HPC solutions made for IBM BladeCenter

The IBM BladeCenter H was the natural choice for the high-level computing requirements of the academic computer
center. With a design that's both intelligent and simple, IBM BladeCenter H integrates storage, networking, servers,

management and applications.
Sol ut ZBUS9 & nVIARSD 723 Gflops):
CYFRONET developed two HPC solutions: Zeus and Mars.

The Zeus solution is a GRID-Based Monte Carlo simulation. ZEUS was facing a large increase in the demand of
computing power for Monte Carlo production. As the conventional approach to produce Monte Carlo for ZEUS could not
meet the demands, the plan was to produce a substantial number of Monte Carlo events for ZEUS on the grid. This
approach profits from the increasing number of LHC Computing Grid (LCG) sites emerging all over the world.

The Mars HPC solution is part of the ATLAS Project, a component of the Large Hadron Collider at CERN in Switzerland.
The ATLAS detector i s tpurmsewarticle det@ctor, neasudgng 46tmetgrelong, PSanieters high
and 25 meters wide; it weighs 7000 TONS and consists of 100 million sensors that measure particles produced in proton-
proton collisionsinCERN6 s L ar ge Ha dThefinst p@aeloflATLA® wa8 installed in 2003 and since then many
detector elements have journeyed down the 100 meter shaft into the ATLAS underground cavern. The MARS Monte
Carlo code is used in numerous accelerator and cosmic ray applications as well as for detector and shielding studies.

Zeus Configuration

Storage nodes (blades)

1x IBM BladeCenter H

A
A 2 xBNT 6-port 10GE Switch Modules, two BNT L2/3 GE Switch Modules, and two Brocade 4Gb SAN Switches
A 7xHS21XM 2CPU Xeon Quad Core, 16GB RAM

A

Netxen 10GE Adapter and Qlogic FC 4Gb Adapter

Compute nodes (blades)

A 3xIBM BladeCenter H with two BNT 1/10GE Uplink Switch Modules
A 42x HS21XM 2CPU Xeon Quad Core, 16GB RAM, Compute nodes

A 192 2xCPU Intel Xeon 1U servers

Mars configuration

A 4x1BM BladeCenter H 2x BNT 10GE Uplink Switch, 2x Brocade SAN Switches (in BCH with storage node).

Storage Node

A 1xHS21 2CPU Intel Xeon 5150, 8GB, FC 4Gb

Compute Nodes

A 55x HS21 2CPU Intel Xeon DC 5150, 8GB



Networking

The BNT Layer 2/3 10 GE Switch for BladeCenter H combined with 10 GE daughter cards on the blade servers enable full
10 GE connectivity to each individual blade. This enables very high throughput and low latency connections between the
blades, in addition, 6 x 10 GE uplink ports provide connectivity to the core network or storage using copper or fiber (SR

and LR) transceivers.

CYFRONET requires TCP/IP, and chose a 10 Gigabit Ethernet (10 GE) solution to provide high throughput from storage
nodes to compute nodes and low latency between storage nodes.

For this project, they tested both IP over Infiniband (IPolB) and 10GE. The throughput for 10GE was 3Gb/s vs. 7.5Gb/s for
Infiniband. For RDMA and IPolB, the applications often have to be rewritten i this is not the case for 10 GE.
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Figure 1: CYFRONET ZEUS Configuration using IBM BladeCenter

HPC Configuration Details

Hardware interconnects

When an HPC environment is utilizing fewer than six chassi s,
BladeCenter is inter-connected to each other in a daisy chain model. See Figure 2: CYFRONET MARS HPC

Configuration using IBM BladeCenter below.

This solution offers low latency and minimizes the networking hardware required to implement a full 10Gb Ethernet HPC

environment, hence reducing the cost of implementation and maintenance. Each server uses its built-in Gigabit Ethernet

link to communicate with the others while the chassis are all inter-connected using the 10 Gb Ethernet uplinks.



Figure 2: CYFRONET MARS HPC Configuration using IBM BladeCenter

10GE

Uplinks

1or10GE

1or10GE

The networking solution implemented at CYFRONET interconnects the
BladeCenter chassis without an external 10 GE switch, in a stack topology. See

Figure 3: Stacking Topology Detailed View on page 5. BNT and IBM engineers
designed CYFRONETO®s

HPC «c | eHschassis wi t h
interconnected using the two 10 Gigabit Copper ports with CX-4 cables. The

first port of the first 10Gb Uplink switch (BC1SW1) is connected to the second
port of the first 10Gb Uplink switch (BC2SW1) in the second BladeCenter and
so on, while the last switch of the last BladeCenter is connected back to the

second switch of the first BladeCenter (BC1SW2) creating a loop.

The Cluster Master server is directly connected with its active NIC to the first
switch of the first BladeCenter, BC1SW1. This server is directly connected to
the 13 other servers within the same chassis. With only one switch to traverse,
the Cluster Master can reach 28 more blades (BC2SW1 & BC4SW2) and

further reach the last 14 blades via BC3SW?2. This path is represented with the

blue links in the diagram, while the orange links represent the redundant path in
case of failure.

Figure 3: Stacking Topology Detailed View

This configuration provides high performance and cost-effective connectivity
between the four BladeCenter shelves, and enables high-bandwidth, low

latency transfer of computations amongst all blade servers across the four

ForCYFRONET6s current stack topology,

with one hop, and the third chassis with two hops.

f
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chassis with the first NIC active, while the other BladeCenter are configured with their second NIC as active. This
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chassis. Compared to the bandwidth needed for the computations, the actual data results are quite small, and the 1Gb
uplinks to the core network are more than satisfactory for the transfer of the actual data results.
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configuration allows for better distribution of trafficd traffic from each chassis can reach two of the three other chassis



HPC computational solutions from IBM

For engineers, scientists and IT professionals who use high performance computing (HPC) applications, IBM provides

departmental and workgroup clusters. These clusters capitalizeon | BM6s extensive engdineering,
clustering experience, utilizing IBM BladeCenter® servers for extraordinary performance and reliability. Available for

Linux® and Windows Compute Cluster Server 2003, IBM cluster nodes offer a wide choice of options in cluster

configurations, nodes (servers), processors, and switching technologies for a flexible growth path. Departmental and

workgroup clusters are smaller, more manageable, and allow for more affordable HPC clustering solutions.

Competitive P erformance Results

Tolly Group performed competitive analysis on the two BNT 6-port 10Gb Ethernet Switch Modules with the Cisco Catalyst
6509. Testing included the Layer 2/3 10Gb Uplink Ethernet Switch Module employed by CYFRONET project.

Tests measured the Layer 2/3 throughput, latency and multicast performance of the switch modules in a variety of
common network topologies. Tolly Group also compared the price/performance ratio of each switch module.

Test results were as follows:

The BNT product exhibits up to 9 times less latency than competition.

In the Layer 2 and 3 Throughput and Latency test, the 10Gb Uplink ESM from BNT achieved 100% zero-loss throughput for all
standard frame sizes (64 to 1518 bytes), with an average store-and-forward latency of around 1.9 microseconds. This was with
the 3 10Gb ports on the ESM in a full mesh.

A Inthe same test, Layer 2 and 3 throughput and Latency test, but this time with 10 * 1GbE ports going to 1 * 10GbE the results
for the 10Gb Uplink ESM were similar. Again, there was 100% zero-loss throughput for all standard frame sizes (64 to 1518
bytes), with an average store-and-forward latency ranging from 2.5 microseconds with 64 byte frames to 6 microseconds for
1518 frames.

This throughput and low latency means that the download & upload of data are faster, reducing the overall compute time The
HPC Server CPU utilization is increased as compared to 1 GE solutions, since I/O with 10GE over enable lower latency. 100%
line-rate means that no frames or packets are dropped, so the probability of re-transmit or restart of errored sessions is
avoided. The overall result is available faster with an efficient use of the available resources.
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The test results are summarized below in graphical form*:

10G Throughput 106 L_ahncy
(higher is better) (lower is better)

% Line Rate
233
=

Latency (js)

I -

Nortel 10G Uplink Nortel 10G Upink Nertel 10G Lpink Nertel 10G Lpink

L2 Later L3Lat
L2 Throughput L3 Throughut ne¥ tancy

@64 0512 m 1518
B64 W51201518

Figure 1 10G Throughput (Higher is Better) Figure 2 10G Latency (lower is better)

2Data source: BLADE Network Technologies Test Lab These tests were validated by The Tolly Group in their report available at:
http://www.tolly.com/DocDetail.aspx?DocNumber=206168.



http://www.tolly.com/DocDetail.aspx?DocNumber=206168

Price Performance

Multicast Throughput
Price performance was measured in terms of US Dollars per Gbps of 100%
throughput. Compared to using an external 10G switch with the IBM %z
BladeCenter, BNT6 s 10Gb Uplink ESM effer é@:
performance ratio of US$55 per Gbps compared to US$375 per = o

20%

Gbps for an external 10G switching solution. 0%

0%
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Figure 1 10G Multicast Throughput
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Figure 4 BNT Layer 2/3 10Gb Uplink ESM Price Performance ($/Gbps)

HPC Estimated Latency
In addition to the latency measured in the Tolly Report, BLADE Network Technologies engineers verified latency for the
HPC cluster setup as illustrated in Figure 3 on page 5.

Latency results were as follows:

A Any communication that stays within a chassis will have an average latency of 3.7 uSec.
A Any traffic between servers in adjacent chassis will have an average latency of 5.0 uSec.
A The worst case scenario of three hops will have an average latency of 7.1 uSec.

A Assuming even traffic distribution, the total average latency will be 5.2 microseconds.
Conclusion

CYFRONET chose a reliable high-performance solution in the IBM BladeCenter with the BNT 10Gb Ethernet Switch

modules. The switch modules offer proven line-rate throughput, low latency, and 85% cost savings per Gbps than leading

standalone 10G switches. The high throughput of 10 Gb Ethernet enabled CYFRONET to avoid rewriting their IP-based

application while achieving bandwidth twice as low and competing Infiniband solutions. This constellation proved to be the

best match for the computation-intensive requirements of CYFRONET6 s sci ent i fi c application, an
easy evolution from existing Ethernet 1GE infrastructure tol0GE. BNT6 &bESM provides the first 10 GE solutions

available within the BladeCenter. Importantly, the described 10 GE interconnect solution delivers the high bandwidth and

low latency required by the application at a price performance point which was superior to all others on the market.
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BNT 1/10Gb Uplink Ethernet i
Switch Module at a glance '
features (PN 44W44040)

Uplinks :
A 9 Ports: 3 10Gb SFP and 6 1G RJ-45
A Internal ports:
A 100Base-T management port
A 14 x 1Gb server ports
Full Line rate performance: 104 Gbps

Availability/Resiliency: Ready for mission-critical
applications

Link Trunk Failover, NIC teaming

IEEE 802.1 (s, d, w, q and ad)

UplinkFast and Cisco Port Fast compatibility
VRRP (RFC2338 + active-active extension)
Cisco EtherChannel compatibility

Broadcast storm control

User configurable hashing options for LACP ¢
SMAC, DMAC, SIP and DIP

P B P

MAC Addresses: Up to 16K MAC addresses provide
flexibility and scalability as the number of discrete
devices increase in network.

VLANSs: Customizable Virtual LAN support

1024 configurable VLANs (802.1Q)
Protocol-based VLANs

GVRP-Dynamic VLAN creation on 802.1Q trunks
Traffic Management and Routing Optimized for
best performance

OSPF v2 (RFC 2328) with ECMP, OSPF (RFC 3101)
BGP 4, RIPv1, RIPv2

DHCP/BootP Relay (RFC 3046)

QoS (metering, remarking, DSCP/CoS)

IEEE 802.1p (Priority Queues), IEEE 802.3x Flow
Control

IGMPv1 (RFC 1112) Multicast Snooping, IGMPv2
(RFC 2236) Multicast Snooping

IGMP Filtering, IP Forwarding

Jumbo Frame (9K), Static Routing
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BNT 6-port 10Gb Ethernet
Switch Module at a glance
features (PN 39Y9267)

Uplinks:

A 7 ports: 6 10Gb (850nm short range XFP); 1
10/100/1000
A Copper RJ-45 used for management or data
Internal ports:

A 2 ports x 100Base-T management
A 14 ports: 10Gb to server blades
Console interface

A 1 port: RS232 mini-USB connector

A Full line rate performance 400 Gbps
Latency (average LILO range): From 1.60 usec with 64-
byte packets to 4.28 usec with 1,518 byte packets

Availability/resiliency

Link trunk failover, NIC teaming

IEEE 802.1 (s, d, w, g and ad)

UplinkFast and Cisco Port Fast compatibility

VRRP (RFC2338 + active-active extension)

Cisco EtherChannel compatibility

Broadcast storm control

User configurable hashing options for LACP: SMAC,
DMAC, SIP, DIP

MAC addresses : Up to 16K

v D D >

VLANSs

A 1024 configurable VLANSs (802.1Q)
A Protocol-based VLANs
Traffic management and routing

BGP 4, RIPv1, RIPv2

DHCP/BootP Relay (RFC 3046)

QoS (metering, remarking, DSCP/CoS)

IEEE 802.1p (priority queues), IEEE 802.3x flow
control

IGMPv1 (RFC 1112), IGMPv2 (RFC 2236) multicast
snooping

IGMP filtering, IP forwarding

Jumbo Frame (12K), static routing

OSPF v2 (RFC 2328) with ECMP, OSPF (RFC 3101)
NetXen 10 Gb Ethernet Exp. Card (PN 39Y9271)
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